Lecture 01 - Research Design

· Research is a systematic approach to finding answers to questions

· The scientific method is a method of research where a) a question is reduced to its observable component parts, b) alternative answers to the question are put forward, and c) empirical testing is used to eliminate wrong answers

· Steps in conducting research: Identify and define a research problem / Formulate hypotheses / Design the research / Conduct the research (collect data) / Data analysis / Data interpretation

· We use statistical concepts/tools in: design, data collection, data analysis, data interpretation

· We do our research on a sample of subjects who are representative of the population of interest

· A statistic is an index describing a sample, a parameter is an index describing a population

· We can estimate parameters with statistics

· Scales of measurement: nominal (numbers arbitrarily assigned to categories), ordinal (numbers are used to order things), interval (differing levels of an attribute can be identified), ratio (like interval, but an amount of 0 indicates the absence of attribute being measured, i.e. length)

· Control variable: held constant to neutralize effect on dep. var. / Intervening variable: a hypothetical variable not directly observable which is inferred from rel'p between ind. and dep. var.

· Internal validity: nothing besides the treatment could have caused the effect / External validity: the experiment represents the real world

· Threats to internal validity: history, maturation, testing, instrumentation, selection, mortality

· Threats to external validity: reactions to testing, subjects not rep. of pop., treament not realistic, multiple treatment interference

Lecture 02 - Research Design

· Key: History/Maturation/Testing/Instrumentation/Selection/Mortality | * Definite threat, + Controlled threat, ? Possible threat, [blank] not relevant, - not applicable, ---- lacks random assignment | "X" experimental treatment, "O" observation of dependent variable, "R" random assignment to groups

· [Pre-experimental designs] 1-shot case study (X O): **--** | 1-group pre-test post-test (O X O): ****++ | Intact group comparison (X O ---- O): +*++** [True experimental designs] Post-test-only control group (R X O / R _ O), Pre-test/post-test control group (R O X O / R O _ O): ++++++

· Factorial true experimental designs have 2+ independent variables / groups set up so that one group shows combined effects of both, and one group serves as control group for both treatments

· [Quasi-experimental designs: experimenter can dictate when/whom of observations, but not the treatment…random ass. to groups impossible] Time-series design (O O O X O O O): *++?++ | Non-equivalent control group (O X O --- O _ O): ++++++

· Ex post facto (can only reveal associations between vars, not causes): correlational (2 variables observed in one group of subjects) / criterion-group (subjects in ready-existing categories)

Lecture 03 - Describing Data

· Grouped frequency dist's: use 10-20 intervals; i = whole, odd #; lowest midpoint a multiple of I

· Frequency graph: use midpoints on abscissa (x-axis) / Cum. freq. graph: use upper theoretical limits

Lecture 04 - Central Tendency

· Mode: most frequent score / unstable when N small / vague when distribution rect. / > 1 mode possible | Median: score value above and below which 50% cases fall, not sensitive to extreme scores

Lecture 05 - Variability

· Exclusive range: 5 - 1 / Inclusive range: 5.5 - 0.5 / s = S.D.; never negative; approx. 1/6 of range

· 5 apps. of variability: measure diversity/uniformity in groups, measure consistency in performance, find quantity of noise (biol. characteristic), understand how rare/common a score is, find meas. error.

· Individual measure = exact value + bias (a systematic error) + chance error

Lecture 06 - Uses of Standard Deviation

· Describe variability (s.d. scale on graph), standard deviation units (z-scores), relative variability (coefficient of variation), skewness (the degree of asymmetry in a freq. polygon - in skewed dist's, the tail will contribute large z3 values…can range between -3 (neg. skew) to +3 (pos. skew)…tail is in negative direction for negative skew), kurtosis (refers to peakedness/flatness of a unimodal distribution in the vicinity of the mode…peaked means fatter tails = more extreme scores…flatter means thinner tails = less extreme scores…leptokurtic -> kurtosis > 0, peaked…mesokurtic -> kurtosis = 0, normal…platykurtic -> kurtosis < 0, flat)

Lecture 07 - The Normal Curve

· When repeated samples of some population are taken, the means of the samples will have a norm. dist

· N.C. is symmetric, unimodal, bell-shaped, mean=median=mode, asymptotic

Lecture 09 - Correlation

· Predictor var.: a variable which predicts the value of something else, criterion var.: what is predicted

· We can get spurious conclusions about correlation because of: restricted range, extreme groups, combined groups, outliers, and non-linearity

· We use Spearman's Rank Order Correlation Coefficient when our correlation trend is non-linear (but monotonic), or when the measures are only ranks…the formula is the exact same

· Explained variance - when two variables are strongly correlated (        ), knowledge of one allows us to explain or account for some of the variability on the other…TOT. VAR. = EXPLAINED VAR. + UNEX. VAR

· When covariance is strong, explained variance is HIGH (near 1.0) and vice versa

· Correlation does NOT imply causality b/c of these probs: directionality prob., 3rd var. prob.

Lecture 10 - Prediction

· The regression line Y.X allows us to predict a Y value for each X value…also we can do X.Y…unless r = +/- 1.0, Y.X and X.Y will be different…both reg. lines pass through the meanx, meany coordinate…predicted values are closer to the mean than their predictors are (predicted scores show regression to the mean…our best guess is to guess the mean!)

· The line of best fit is the straight line through a scattergram where the squared deviations of actual scores is minimal

· How to graph the regression line for Y.X: plot point at meanx,meany coordinate / find Y for high X value using formula / find Y for low X value using formula, then connect the dots

Lecture 11 - Errors of Prediction

· Standard error of the estimate (sy.x) tell us how accurate our prediction line is by calculating how much each REAL point deviates from what the line predicts

· Correlation can also be used to calculate reliability and validity of things…

Lecture 12 - Statistical Inference and the Sampling Distribution

· Researchers observe a sample of subjects to make an inference about a population

· Descriptive statistics from the sample are used as estimators of the population parameters

· For example:

· A sampling distribution is when we repeatedly draw samples from a population and calculate some statistic on each sample…then we make a frequency distribution of all these statistics

· Features: sample means center on u // sampling distribution of X is normal for large samples // X values in repeated samples will differ by chance alone (called sampling error) // X values in central bulk of sampling distribution are regarded as representing the parameter u // X values in the extreme tails of the sampling distribution are very unlikely when sampling from the population (they seem to be drawn from another population)

· Characteristics of estimators: unbiased (if the mean of its sampling distribution equals the parameter)…note that s is a biased estimator of (theta) // consistent (has a sampling distribution which clusters more closely about the parameter as sample size increases) // efficient (the more closely your sampling distribution clusters about the parameter, the more efficient you are)

· Hypothesis testing: we are given a sample and we have to figure out if it came from Population A or Population B…so we make hypotheses about this then we test them

· Ultimately, our decision is based on the likelihood of occurrence by chance…all statistical inferences are probabilistic!

Lecture 13 - Probability

· When an experiment uses a "nominal scale measure" (i.e. it is categorical) and there are only 2 categories, we use a binomial distribution to test our hypotheses

· The Binomial Expansion: the exponents of p and q in each term are the number of times each event happens if we look at N events (note p + q = N) // coefficient for each term is the number of different ways that this combination of events can happen // for each term, multiplying it out gives the probability of that outcome

· As N becomes large, the binomial expansion is a nearly normal distribution

· Remember that the binominal distribution starts with p = 10 and q = 0…this affects our corr. For cont.

Lecture 15 - Hypothesis Testing Using X

· Significance levels:

· α = 0.05, 2-tailed: z = +/- 1.96 // α = 0.01, 2-tailed: z = +/- 2.58 // α = 0.05, 1-tailed: z = 1.65 // α = 0.01, 1-tailed: z = 2.33

· In pilot studies or studies with few participants, we want to use a larger significance level

· The point at or beyond which H0 is rejected is the critical value

Lecture 16 - Test of Hypothesis about a single mean, (theta) unknown

· We often have to use t-tests because we don't know theta (the pop. standard deviation) and sample size is typically less than 30

· Here, we use s (the s.d. of our sample) to estimate the population's s.d.

· The sampling distribution for the t-test is NOT normal…also, there is a FAMILY of distributions based on how many degrees of freedom we have

Lecture 17 - Decisions, Errors, Power

· Type 1 error: rejecting H0 when H0 is actually true (this would happen if our observed value falls beyond the critical value, and so we reject, according to our rules…except that it was just a freak outcome)

· Type 2 error: we keep H0 when it is not true…in fact, H1 is the truth

Lecture 18 - Factors Causing Power to Increase

· Stronger treatment condition // greater sample size // smaller (theta) // increased α // directional hypothesis (as opposed to non-directional) // use z test instead of t-test

Lecture 19 - Test of the Difference Between 2 Independent Means

· So here, instead of considering whether u1 or u2 is the true mean, we are trying to find out if u1 = u2 - that is, are two groups we have chosen from the same population?

· And instead of getting one sample and looking at its mean, each sample now consists of us drawing one group from each population and finding the differences between their means (X1 - X2 = ?)

· The null hypothesis is that the populations are the same, so u1 - u2 = 0

Lecture 20 - Test for the Difference between 2 Independent Means (parameters i.e. theta unknown, so we have to do the t-test)

· We have to justify these assumptions if we're going to use the t-test: scores in groups are randomly sampled // groups are independent (i.e. randomly allocated, no influence from one group to another) // populations sampled are normally distributed (we can check this by inspecting distribution, skewness, kurtosis, etc.) // populations sampled have the same standard deviation (we check this by comparing the s.d. values of the samples we take from them…although if this assumption is not met, it's OK as long as n1=n2 and they both are greater than 30

Lecture 21 - t-test for Dependent (related) means

· 2 means are "dependent" when observations are a) repeated on the same persons or b) made on pairs of similar persons (i.e. they are pre-matched for some other characteristic) 

· Using dependent pairs of observations cuts down on sampling error (an unwanted difference between group means due to chance)…reduced sampling error is reflected in a smaller standard error term…the stronger the relationship, the greater the reduction in standard error

· The t-test for two related means has a HIGHER power than the t-test for unrelated means…so we should match whenever possible

Lecture 22 - Chi Square Test

· For use with nominal scale of measurement -- we categorize the data and study the frequency counts for each category and compare them to expected values

Lecture 17 - Decisions, Errors, Power

· Type 1 error: rejecting H0 when H0 is actually true (this would happen if our observed value falls beyond the critical value, and so we reject, according to our rules…except that it was just a freak outcome)

· Type 2 error: we keep H0 when it is not true…in fact, H1 is the truth

· Power: the area under H1 distribution in region of rejection for H0 - this shows the probability of rejecting H0

Lecture 18 - Factors Causing Power to Increase

· Stronger treatment condition // greater sample size // smaller (theta) // increased α // directional hypothesis (as opposed to non-directional) // use z test instead of t-test

Lecture 19 - Test of the Difference Between 2 Independent Means

· So here, instead of considering whether u1 or u2 is the true mean, we are trying to find out if u1 = u2 - that is, are two groups we have chosen from the same population?

· And instead of getting one sample and looking at its mean, each sample now consists of us drawing one group from each population and finding the differences between their means (X1 - X2 = ?)

· The null hypothesis is that the populations are the same, so u1 - u2 = 0

Lecture 20 - Test for the Difference between 2 Independent Means (parameters i.e. theta unknown, so we have to do the t-test)

· We have to justify these assumptions if we're going to use the t-test: scores in groups are randomly sampled // groups are independent (i.e. randomly allocated, no influence from one group to another) // populations sampled are normally distributed (we can check this by inspecting distribution, skewness, kurtosis, etc.) // populations sampled have the same standard deviation (we check this by comparing the s.d. values of the samples we take from them…although if this assumption is not met, it's OK as long as n1=n2 and they both are greater than 30

Lecture 21 - t-test for Dependent (related) means

· 2 means are "dependent" when observations are a) repeated on the same persons or b) made on pairs of similar persons (i.e. they are pre-matched for some other characteristic) 

· Using dependent pairs of observations cuts down on sampling error (an unwanted difference between group means due to chance)…reduced sampling error is reflected in a smaller standard error term…the stronger the relationship, the greater the reduction in standard error

· The t-test for two related means has a HIGHER power than the t-test for unrelated means…so we should match whenever possible

· The experiment set-up is M R X O / M R _ O (the M is for matched pairs…but we still randomly distribute them into either Experimental or Control group)

Lecture 22 - Chi Square Test

· For use with nominal scale of measurement -- we categorize the data and study the frequency counts for each category and compare them to expected values

Lecture 23 - Testing Hypotheses About 3 or More Means

· Alright…so we need to use ANOVA's (analysis of variance) when we are dealing with 3 or means…the design is something like R X1 O / R X2 O / R _ O

· We can't use t-tests to compare pairs of ratios because the chance of error will go through the roof (it multiplies with each additional comparison we have to make…so use F ratio instead, which just tells us if there is at least one significant difference amongst all the means

· There are 3 sources of variation: varwithin (based on X-MEANgrp values), varbetween (btwn MEANgrp and MEANgrand), vartotal (X-MEANgrand)…we estimate each variance using "mean square"

· The F ratio is F = (estimated btwn grp var) / (est. within group var.)…these two variance are indep. because diff. btwn. grps is due to treatment, but within groups everyone is treated the SAME

· One-way ANOVA'S are a "first stage" analysis because we only find a difference between some 2 grps

· We say it is a "between-subjects" ANOVA because we are assuming that the treatments are being done on different subjects (i.e. it's not like we are using 4 clones and a diff. treatment for each)
· Total variability = variability btwn. groups + var. within grps. (i.e. sampling error)
Lecture 24 - ANOVA Procedures

· We use omega2 to tell us how STRONG the treatment is (remember ANOVA just tell us whether there is any sig. diff.)…how much of the variance in scores can be accounted for by knowing differences in treatment grps?...we'll end up with a percentage - this is how much it is…

Lecture 25 - Comparing Specific Means in the ANOVA

· After we do the ANOVA we need to do further testing to find which means differ and which don't…there are two ways: a) planned comparisons (very powerful, must be planned before ANOVA), post hoc comparisons (less powerful, planning unneeded, many different kinds of procedures possible)

· Scheffe's Test: We set up comparisons (C) where we weight means according to how we would like to compare them (so we can be specific)…then we plug them in and go, baby

· Tukey's HSD test: we compare all pairs of means, less conservative (thus more power) than Scheffe

Lecture 26 - One-Way Repeated Measures ANOVA

· This one is a "within-subjects" design because we use the same subjects (or at least matched ones)…so this is like a >2 version of the tD test…and we make multiple observations on them (for different treatments)…but sometimes we want to disregard "carryover" effects and so we give each subject the treatments in a random order

· Each subject provides a "block" of observations and thus we say "Randomized Blocks ANOVA" (RBANOVA)

· The other way to do it is match subjects on some feature relevant to the treatment and form "clone groups"…each person in the group gets one form of the treatment (so carryover effects again negligible)…thus each person is NOT experiencing repeated measures

· Our analysis must reflect whether we expect all subjects to show the SAME trend over the treatments (the additive model) or differing trends (non-additive)

· ADDITIVE: all subjects/blocks of clones show the same trend over treatments (parallel lines) / variance due to subjects is the separations along trend lines / RARE in KIN/HEALTH

· NON-ADDITIVE: subjects/clone blocks show unique trends over treatments / variance due to subjects interacts with variance due to treatments

· Both models have a power advantage over one-way completely randomized ANOVA b/c they remove source of variance from the error term…so it is smaller = larger F ratio = easier to reject H0

Lecture 27 - Factorial ANOVA Completely Randomized Design

· Now we are doing ANOVA's with 2+ independent variables…each I.V. can act alone ("main effect") or jointly ("interaction effect")

· IV's can be fixed or random factors: fixed effect factor: fixes the levels of the IV that are convenient and important to the investigator, implies that no other levels of IV are important and inferences will not be drawn from those // random effect factor: randomly samples from all possible levels of the IV…so we are interested in all of them and intend to generalize the inference drawn to all the possible levels

· Advantages of using a factorial design: Economy [need to use less people]; we get info about interaction (is the A effect generalizable to all levels of B?  And V.V?); error variance more precisely estimated within each homogenous cell

· Main effects only: border means show main effects // Interaction effect only: equal border means on any factor show lack of main effect; cell means show interaction; i.e. the effect of one factor depends on the level of the other factor // Both main and interaction effects: interaction takes precedence; main effects are non-additive when interaction is present…"ordinal" interaction when non-parallel lines do not cross and it is meaningful to interpret the main effect in uncrossed lines…"disordinal" interaction when non-parallel lines cross and it is contradictory to interpret main effects

· If interaction is significant we do post hoc comparisons between cell means…if not then we use the border means
· Total variability: variability due to factor A + var. due to factor B + var. due to interaction (A x B) + var. within grps. (due to sampling error)
Lecture 28 - Two-Factor ANOVA: Completely Randomized Design

· REMEMBER: Whenever the interaction effect is present, we interpret that FIRST…even if it is smaller (percentage-wise) than the main effects…however if the interaction is ordinal, it is also meaningful to interpret the main effects

· When we do post-hoc comparisons, we focus on the CELL means if interaction is significant…so this will affect what averages/numbers we look at for Tukey HSD and Scheffe

· One thing we commonly do is look at single rows or columns…these are called "simple main effects" - so it's like, the effect of differing levels of Factor A at a single level of Factor B
Lectures 29/30 - Two-Way ANOVA, Repeated Measures on Both Factors

· Now we are doing our two-way ANOVA (i.e. Factor A & Factor B) but a single subject will undergo each unique combination of A and B, we are making REPEATED measurements…thus it is a "within-subjects" design…It is also known as an A x B x S design

· This is suitable for situations where: treatment effects are temporary (will not carry over), homogeneous subject groups are scarce and/or expensive (i.e. matching is hard), and differences due to random assignment among independent groups are unwanted

· Sources of variance: there are 3 main effect factors (A, B, subjects)…thus: A, S, S x A, B, S, S x B, A x B, A x B x S

· The significance of any effect is tested statistically by comparing to the interaction of that effect with Factor S

Deciding on Tests

· Decision #1: Scale of Measurement - is it Nominal (freq. data) or Interval/Ratio (scores and means)?

· Decision #2: How many groups/conditions/cells are there?

· For Nominal Data, we use zf for 2 groups and Chi Square for > 2 groups

· For Chi Square, we also must consider 1/2-way and whether df = 1

· For Interval/Ratio data…

· 1 group = Zx if params known, Tx if they are not (params = pop. var. known, n > 30)

· 2 groups = Zx1-x2 if params known, then either Tx1-x2 or TD if not known (depending on whether means are dep. or not)

· > 2 groups, 1 factor = either one-way comp. rand. ANOVA (independent groups) or RBANOVA (dependent groups…i.e. repeated measures)

· > 2 groups, 2 factor = either two-way comp. rand. ANOVA (between-subject) or two-way within-subjects ANOVA or SPANOVA (for mixed one between-subjects and one within-subjects)

· Decision #3: one-tailed/two-tailed hypothesis (F ratio and Chi square can only be one tail!)

· Decision #4: point estimate or confidence interval?

· Decision #5: α, β, power (1 - β), sample size

· Descriptive Procedures

· Univariate: central tendency, variability, percentiles

· Bivariate: r, r2, Y, sy.x
Lectures 31/32 - Two-Factor ANOVA, Mixed Design with Random Assignment on Factor A and Repeated Measures on Factor B

· Alright…so now we WON'T be doing repeated measures on Factor A…instead, a subject will only be exposed to either A1 or A2…HOWEVER they will go through MULTIPLE levels of Factor B

· So differences between A1 and A2 are BETWEEN subjects, while differences between B1 and B2 are WITHIN subjects…one way to put it is: A x (B x S)

· This design is the same as the true experimental design "pretest-posttest control-group design"!

· Also known as "SPANOVA" … "split plots" ANOVA

· Interaction is important here…how does time affect the effectiveness of the various A treatments? (equal at pre-test, non-parallel patterns of improvement should be seen)

· Sources of variance: A [var. due to different levels of A], S/A [due to different subjects reacting differently to different levels of A], B [due different levels of B], B x A [due to different levels of B interacting differently with different levels of A], B x (S/A) [different levels of B interacting differently with each unique interaction of a subject with A]

Graphs

· Binomial dist: std. error, H0 pop. mean, line for ret/rej H0, zf scale (-3, -2, -1, 0, 1, 2, 3), freq. outcome scale (use intervals of std. dev.'s), alpha, zcrit, obtained value (mark on both scales), shade in area of rejection

· tX: mean, standard error, line for rej/ret, alpha, Xobt, tobt, tcrit, t scale, df, X scale, shade in area of rejection

